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ABSTRACT 

This paper presents EpochSegmentSynch, an approach for Inter-

Encoder synchronization. It is a robust way to achieve 

synchronization between distributed live adaptive streaming 

encoders. The approach does not require a direct communication 

path between adaptive streaming encoders and supports seamless 

failover and recovery. Each encoder uses a common time anchor 

and generates segments with constant durations. By estimating the 

number of segments K since the anchor, aligned segment 

boundaries are calculated at distributed encoders. 

EpochSegmentSynch supports the case when encoders may join or 

leave a session at any time or may fail and start again at any time. 

It works in setups without strict system clock-synchronization such 

as in the common case when up to 100 ms clock skew exists. 

EpochSegmentSynch can be applied to different use cases, it can 

be used to synchronize the output of distributed encoders 

generating parts of a bit-rate ladder, or to synchronize tracks 

generated by different processes on the same encoder. The 

approach is implemented in an open-source implementation using 

the popular FFmpeg encoding tool library and the DASH-IF Live 

media ingest protocol. The distributed workflow is deployed with 

multiple encoders and a streaming server using docker-containers. 

These can be stopped and re-started to emulate failovers.  The 

encoders use a use a synthetically generated test signal with color 

bars and a clock overlay allowing one to inspect visual and timeline 

discontinuities perceptually. In a realistic setup an additional 

timeline conversion step between the input timing e.g. MPEG-TS 

and the adaptive streaming timeline would need to be implemented. 

The paper provides some details on how this can be achieved. In 

the use case of redundant dual ingest with encoders failing and 

restarting, playback is observed as seamless. In the case, when 

distributed encoders are producing parts of the bit-rate ladder 

switching is also seamless. In both cases the live archive stored at 

the streaming server is observed to be continuous. Last, we detail 

how more complex cases such as non-integer frame-rates or splice-

point insertions can be handled.  
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1 Introduction 

Live video streaming using protocols such as MPEG-DASH [1] 

and HTTP Live Streaming [2] are gradually replacing linear TV 

broadcast. These streams use HTTP(S) as the primary transport 

protocol and the existing Internet infrastructures for content 

delivery. To achieve the quality and scale matching linear 

broadcast, distribution needs to be designed with fault tolerance and 

redundancy in mind. This frequently requires running multiple 

redundant Adaptive Bit-Rate encoders in parallel. A technique to 

achieve this in practice is inter-encoder synchronization. By having 

more than one encoder producing identical and aligned segments 

redundant setups can be realized. In such setups, failures of one 

encoder, e.g. due to hardware or software failures or input loss can 

be mitigated downstream by switching to the signal of a redundant 

encoder. To avoid glitches or transitions when moving to the 

redundant encoder signal inter-encoder synchronization is 

required. 

A related problem, sometimes referred as packager 

synchronization is about producing the interchangeable streaming 

manifests from different distributed sources, such as packagers or 

encoders. In practical systems, encoders, packagers and origins are 

often separate entities in a distributed workflow. This facilitates the 

scale and fault tolerance required in setups but makes it a challenge 

to produce manifests that can be used interchangeably by different 

players. This problem is also referred as packager synchronization 

and it has implications for common streaming protocols such as 

HLS [1] and MPEG-DASH [2]. For example, a timeline cannot be 
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changed retro-actively and announced segments cannot be removed 

from the manifest retro-actively.   

Proprietary solutions to support inter-encoder and packager 

synchronization exist, but these may not match common 

requirements from broadcaster or content operators. For example, 

solutions often require a communication channel and/ or 

communication protocol which may not scale well in practice. In 

this paper an approach that does not require such communication 

channel or specific protocol is introduced. The approach is both 

broadly applicable and scalable.  

To better understand the requirements and use cases for encoder 

and packager synchronization, an industry workshop was organized 

recently to gather requirements from vendors, content providers 

and operators. The workshop [3] was attended by over 100 

participants representing large content providers/broadcasters, 

cloud service providers, equipment and software vendors and 

telecommunications operators. As a result, the MPEG group 

(ISO/IEC/SC 29) consortium authored a document that is publicly 

available and captures the conclusions and discussions of this 

workshop [3] and additional requirements from MPEG members as 

requirements and use cases. The document is intended to be used 

to develop standardized solutions throughout the year 2022 and 

early 2023.  

The paper is structured as follows. In section 2 we provide a quick 

overview of the requirements and use cases for encoder and 

packager synchronization established in MPEG based on encoder 

synchronization workshop.  In section 3 EpochSegmentSynch is 

presented including the preferred implementation based on DASH-

IF live media ingest protocol [15]. This is our preferred approach 

for encoder synchronization that we are testing in large 

deployments for live streaming. Section 4 presents the proof-of-

concept testbed implementation in a publicly available prototype 

implementation using FFmpeg [5] container orchestration and a 

streaming server based on the open-source Apache Webserver. The 

last Section 5 presents some of the synchronization results achieved 

with EpochSegmentSynch in practical scenarios. Section 6 

highlights how some of the more complex cases can be addressed 

and how this solution meets the requirements. 

2 Requirements and Related work 

2.1 Interoperability in the OTT Headend 

To understand better the aspects of interoperability in the OTT 

Head-end we look at work carried out in the DASH Industry Forum 

[4]. The DASH Industry forum is an organization committed to 

accelerate the adoption of MPEG-DASH. Initial work focused on 

implementation guidelines using MPEG-DASH with related 

codecs and use cases resulting in the most recent version of the 

DASH-IF Interoperability Guidelines 4.3 [6]. In recent years, the 

DASH Industry forum has done more work on the interoperability 

in the OTT Head-end including and developed a reference 

architecture shown in Figure 1 [7] simplified (the packager and 

origin functions are combined in this schematic, in the original 

diagram they are separate entities). The architecture includes key 

components such as ABR (adaptive streaming) encoder, streaming 

(origin) server that combines packager and origin functions, 

content delivery network CDN and DRM systems that are present 

in most OTT head-ends and defines the commonly used interfaces. 

In addition, the model of the DASH client using reference playback 

is included and MPD manipulator which is a component that can 

be used for server-side ad-insertion without modifying the actual 

media segments. The green blocks are in scope of the workflows 

considered in this work. The OTT Headend is typically started by 

input of content or signal to ABR encoders, such inputs may be 

based on some common contribution or broadcast formats and not 

explicitly defined in DASH-IF. For exchange from encoder to 

streaming (origin) server DASH-IF defined the live media ingest 

protocol [6] which uses HTTP POST method to transmit media 

objects from the ABR encoder to streaming origin. To exchange 

key information server side the DASH-IF developed CPIX [11] an 

XML based format used in API’s that are commonly supported by 

different DRM vendors. The DASH-IF IOP [6] defined the 

preferred formats for formatting DASH content for usage with 

CDN and ad insertion and latest codecs.  The DASH-IF IOP is 

developing IOP v5 [7] that includes recommendations for 

formatting DASH content in more advanced use cases such as using 

low-(er) latency streaming, ad insertion, event-based metadata and 

other use cases. DASH-IF selected HTML 5 and CTA reference 

playback platform as reference media client/playback 

implementation that can be used by an MPEG-DASH client for 

media playback. In some workflows, instead of an ABR encoder, 

stored content may be used as input to the OTT Headend. The 

method presented in this paper shows how multiple ABR encoders 

can be synchronized to push to a streaming server using DASH-IF 

media ingest protocol [15], and how to produce DASH IOP 

compliant and HLS streaming output that can be played on a 

reference client. In other words, the green blocks are in scope of the 

approach and prototype presented here. 

 
Figure 1 OTT headend architecture following DASH-IF  

 

2.2 Requirements for Encoder & Packager synchronization 

The publicly available MPEG output document summarizes the 

identified requirements for encoder synchronization 

standardization [12] to be used to develop a new standard or 

industry guideline for encoder synchronization. It is based on 

feedback from members of the MPEG standards group and 

participants of the encoder synchronization workshop and key 

requirements are highlighted as follows. 

The target goal is to enable redundant encoder setups (1) using 

potentially different (and potentially delayed) input signals (2). The 

encoder synchronization should work without strict system clock 

synchronization (+-100ms), without explicit communication 

between encoders (3) and with failing and leaving/joining 

encoders/receivers (4). Solutions shall enable distributed encoding 

of bit-rate ladders and redundant encoding of bit-rate ladders (5). 

Solutions based on existing MPEG standards such as MPEG ISO 

Base media file format, DASH, CMAF etc. that do not require 
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proprietary extensions are preferred (6) as this is expected to enable 

broader and quicker adoption. Algorithms for enabling 

synchronization of content without explicit timing information are 

also in scope (7) of the encoder synchronization standardization 

activity. This may include techniques for audio/video 

synchronization, segment boundary alignment and identification of 

exchangeable segments (8). The synchronized encoder output shall 

also allow efficient recording and storage for enabling delayed 

playback and catch-up services (Live and VoD) (9) and support 

leap seconds (10). Last, the solutions shall also support timed 

metadata, timed text and ad insertion scenarios (e.g. SCTE-35 

based splice point insertion) (11). The encoder output should also 

be based on commonly accepted output formats (12). The MPEG 

activity on encoder synchronization targets solutions that meet 

these requirements.  This summarizes requirements on encoder 

synchronization for more details we refer to [12]. 

For packager synchronization, additional requirements are defined 

beyond the encoder synchronization requirements. These include 

generating consistent manifest without retro-active changes to the 

timeline (13) that can be played consistently and interchangeably.  

Further different framerates including non-integer frame rates need 

to be supported. Also, the redundant approach should not require 

more sophisticated and not commonly present features on clients 

and support at least MPEG-DASH [2] and HLS [1] protocols (14).  

This is because many implementations may not support such 

features and changing the deployed client base is costly and 

impractical. The packager synchronization should also work for 

different DRM systems and for the case when segments are missing 

and for the case when packagers can failover and join. Also, 

packager synchronization shall still work with incoming ad 

insertion signals, and other timed-metadata present in streams.  

While this paper proposes a contribution to address the 

requirements for encoder synchronization, we also show in the 

prototype that the approach can be extended to support packager 

synchronization. 

 

2.3 Related Work 

The problem of synchronization of distributed transmitters of 

media is not new. For example, Digital Video Broadcasting (DVB) 

addressed it for single frequency networks with multiple terrestrial 

transmitters in DVB-T. Such transmitters also need to be 

configured to use the same frequency and transmit identical content 

at the same time. To this aim single frequency network adapter was 

introduced that adds information for the synchronization in a 

standardized way using mega-frame initialization packet. This 

MPEG-TS packet with a PID of 0x15 [8] includes both 

transmission parameters related to the modulation and 

synchronization information: a synchronization time stamp (STS) 

and a time budget based on the maximum network transmission 

delay. Global Positioning system with 1 pulse per second is used in 

combination with 10 MHz counter to have a common time 

reference for each transmitter. All transmitters then transmit with 

Ttrans = (STS + maximum network delay)/modulo10^7 relative to 

last the PPS obtained from the global positioning system. In over- 

the-top streaming usually Internet connectivity is available opening 

up other opportunities for synchronization instead of GPS, such as 

based on Network Time Protocol [9]. To enable encoder 

synchronization in OTT different approaches have been presented. 

For dual encoder synchronization John Saxton and Shawn Pryzbilla 

presented an approach for encoder synchronization in the AWS live 

media services based on output locking in de-muxed 2019. In this 

case encoders have to align segment start and end times and the 

content trying to account for drifts and clock skews by exchanging 

messages amongst them. The method shows that glitches when 

switching between encoder signals are mitigated, and that 

approaches for periodical communication between encoders and 

discovery of new/leaving encoders are needed. The approach is also 

described in more detail in [16] which discloses how the state of 

encoders in a pool can be exchanged and how encoders can be 

aware of de-synchronization. 

 The work in [17] goes in a lot of depth of achieving 

synchronization between distributed encoder chips and chassis 

(servers), in this solution the encoders produce MPEG-2 TS and 

use standardized signals to mark segment boundaries that need to 

be aligned across output groups for ABR representations. The 

approach also takes acquisition delay of the signal and network 

delay from the NTP server into account. What seems to add 

complication is that in MPEG-2 TS discontinuities can occur when 

the 33 bits pts timestamp overflows. The approach in [17], similar 

as the previous work, also assumes a master encoder that 

determines the configuration and distributes UTC times matching 

corresponding PTS times to slave encoders, thus a communication 

path between encoders needs to be available to achieve this. On the 

contrary, the approach presented in this paper emphasizes benefits 

of directly encoding fragmented MP4 or CMAF (without the 

intermediate step of creating MPEG-2 TS with segment boundary 

markers), as CMAF/MP4 are commonly used by MPEG-DASH 

and HLS today. In addition, the presented approach is more 

scalable, more robust to failures and easier to setup.  By encoding 

to MP4 fragments directly the intermediate step of MPEG-2 TS 

with segment boundary markers is avoided. 

3 EpochSegmentSynch Approach 

3.1 Epoch Segment Synch Approach 

The schematic architecture for EpochSegmentSynch with 

redundant encoders is shown in Figure 2. Multiple distributed ABR 

encoders are transmitting their outputs to multiple distributed 

origin/packager servers. The ABR encoders are expected to use a 

common input signal or an input with common per frame timing 

information. If this is not the case, a synchronization timestamp 

(STS) may be configured that maps the input timestamps to output 

timestamps (sts is the difference between the epoch anchor relative 

timing and the timing in the source signal). If this is not available, 

additional mechanisms would be needed to synchronize the stream 

inputs. Such synchronization methods are not in scope of 

EpochSegmentSynch. However, different approaches exist in the 

literature: one example using bit-rate profiles and cross-correlation 
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to align signals was presented in [14].  Further, the encoders are 

configured to produce segments with constant duration D and 

timing relative to the anchor. The encoder outputs use DASH Live 

media ingest (CMAF profile) using HTTP POST to transmit the 

segments to the origin/packager combination. We provide some 

details on this protocol in the next sub-section. The origin/packager 

combination then controls the distribution to one or more media 

clients (usually through a CDN). For EpochSegmentSynch to work, 

we assume the input carries the per frame timing information. The 

key contribution for EpochSegmentSynch is to apply the aligned 

segment boundaries and use the correct timing references and the 

availability in common encoding framework FFmpeg. This allows 

interchangeable segments to be created in a highly distributed 

environment where failures happen.  

 

 
Figure 2 Redundant distributed architecture with encoder 

synchronization and multiple origins/packagers 

The EpochSegmentSynch algorithm produces CMAF/MP4 

segments with aligned boundaries across all media representations 

audio, video and timed metadata in the encoder. The constant 

segment duration D and a synchronization timestamp that can be 

optionally used to align the timing in the input time signal to the 

Time anchor is used to calculate this alignment.   

STS is the time anchor of the input signal at input time 0 to the 

anchor, for example if the input stream is relative to midnight 1-1-

2020 (0) the STS is the number of seconds since epoch at midnight 

1-1-2020 if the Unix Epoch is used as anchor. In the default case 

STS is 0 and Unix epoch is used in the input. In this case the output 

timestamps are calculated as follows: 

 

 (1) 𝑓𝑟𝑎𝑚𝑒𝑡𝑖𝑚𝑒𝑜𝑢𝑡 = 𝑓𝑟𝑎𝑚𝑒𝑡𝑖𝑚𝑒𝑖𝑛 + 𝑆𝑇𝑆 ∗ 𝑡𝑟𝑎𝑐𝑘_𝑡𝑖𝑚𝑒𝑠𝑐𝑎𝑙𝑒 

 

 (2) 𝑆𝑒𝑔𝑚𝑒𝑛𝑡𝑏𝑜𝑢𝑛𝑑𝑎𝑟𝑦𝐾 = 𝐾 ∗ 𝐷 ∗ 𝑡𝑟𝑎𝑐𝑘_𝑡𝑖𝑚𝑒𝑠𝑐𝑎𝑙𝑒 

 

 (3) 𝑁𝑒𝑥𝑡_𝐾 = 𝑐𝑒𝑖𝑙(𝑛𝑜𝑤/ 𝐷) 

 

Equation 1 shows how the frame timestamp of the output frame is 

calculated based on the input. In case input has another 

timestamping mechanism other conversion may be needed. In some 

cases, such as when converting MPEG-2 presentation timestamp 

and PCR to a continuous timeline some case may need to be taken 

as MPEG-2 TS presentation times may overflow leading to 

discontinuities, this could be corrected in the encoder as the 

overflow is easy to detect. Important when using 

EpochSegmentSynch is using timescales and durations that avoid 

rounding errors therefore allow perfectly aligned segment 

boundaries. We recommend using identical input and output 

timescales to avoid rounding errors (integer multiples of the output 

timescale is also possible). Care needs to be taken to choose 

timescales that still allow frame and sample accurate segment 

boundary alignment. In case when audio samples for example use 

1024 audio samples per ISOBMFF sample some careful selection 

of the segment duration is needed as well.  

To enable segment boundary alignment based on 

EpochSegmentSynch, common timescales and segment durations 

that work well are presented in Table 1. Such alignment is 

important as small rounding errors will lead to problems in Epoch 

segment synch as they accumulate over the calculation of K since 

epoch. 

Note that in Table 1 timed metadata and timed text samples can be 

of arbitrary duration and can be updated to not affect the segment 

durations as in epoch segment synch segment durations must be 

constant. Thus, a timed text sample of 4 seconds would be split into 

two when segment duration is 2 seconds, and similar for timed 

metadata samples if these are used.  

Equation 2 shows how a segment boundary can be calculated, 

basically we use K * D * track_timescale to calculate the earliest 

presentation time of the Kth segment since epoch. Equation 3 then 

illustrates an easy way to calculate the next segment index K by 

using the current wallclock time now and fixed segment duration D 

followed by rounding upward. 

In case additional IDR frames need to be inserted by the encoder, 

for example to signal a splice point, these can be inserted within a 

segment and a marker can be added to signal the splice point. The 

origin/packager can then split the segment. In case non-integer 

frames are used, audio segment durations may vary to align to video 

segment durations. In this case it was shown that by choosing a 

longer segment duration D still alignment can be achieved.  

 

Table 1 Example rates, timescale and segment duration for 

EpochSegmentSync at 25 fps and 30 fps 

Media type Framerate 

/ sample 

rate 

timescale Frames 

per 

segment 

Segment 

duration D  

Video 25 fps 25  L*24  L*0,96  

Audio 48 Khz 48000 L*45  L*0,96  

Timed text - 1000 1 or more L*0,96  

metadata - 1000 1 or more L*0,96  

Video 30 fps 25  L*48  L*1,6 

Audio 48 Khz 48000 L*75  L*1,6  

Timed text - 1000 1 or more L*1,6 

metadata - 1000 1 or more L*1,6  

 

3.2 DASH-IF live media ingest CMAF profile 

 

The ABR encoders produce aligned CMAF or fragmented MP4 

segments. A way to transmit these downstream is using DASH-IF 

live media ingest protocol [15] which allows for push-based 

transmission of the segments. In this protocol each segment is 

transmitted using an individual HTTP POST command to a base 

URL that identifies the channel/publishing point extended by a 
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relative URL to identify the track and/or segment. The segment can 

be transmitted as soon as it is available reducing transmission and 

request latency. Also, the encoders do not need to handle incoming 

requests offloading them from task (this is one of the ideas of the 

distributed setups). The protocol defines procedures for 

retransmission in case failures happen in a robust manner and 

features for secure transmission.  

The protocol sequence starts by the encoder transmitting an 

optional MPD to signal the grouping of tracks and available 

representations and the naming structure in the SegmentTemplate 

DASH element. If this MPD is not used the StreamsO keyword is 

used for each segment upload and it is assumed the grouping is 

trivial (all tracks of a codec belong to the same group). In the case 

an MPD is used, the SegmentTemplate @media and @initialization 

contain the $RepresentationID$ and $Time$ or $Number$ 

substrings. This way segments, tracks and groupings are easily 

identified by the receiver using the template structure. The next step 

is to issue a POST command with the initialization segment, 

followed by POST commands with a media segment in the body. 

In case a failure happens, segments can be re-transmitted and a 

receiver could use a redundant version of the segment. In case of 

EpochSegmentSynch the @availabilityStartTime in the MPD 

would be 1970-01-01T00:00:00Z and period@start of PT0S or 

another value with corresponding @presentationTimeOffset to 

enable the timing relative to epoch.  In DASH-IF live media ingest 

CMAF profile different tracks use parallel TCP connections for the 

transmission of segments. The CMAF format of fragmented MP4 

is adopted for best interoperability each CMAF segment has an 

earliest presentation time relative to the anchor, usage of CMAF 

media profiles is not required.  

4. Prototype Implementation 

The prototype is implemented using the encoders in FFmpeg 

library in different docker containers and Apache based origin 

server based on Unified Origin, a plugin for Apache webserver to 

enable streaming and re-packaging features. The docker compose 

and other scripts to reproduce the demo is available online in [19]. 

The prototype uses two docker containers to run two redundant 

FFmpeg encoders. Each encoder, apart from a color bar signal and 

overlay clock (UTC time) also embeds the id of the docker 

container. This way it can easily be observed in case a switch 

between different encoder streams has occurred. The FFmpeg 

library was patched in several ways to enable the functionality, first 

an optional patch to include an offset based on the epoch signal was 

included using argument –ism_offset, this value sets the FFmpeg 

encoder to start at the target segment boundary 

𝑆𝑒𝑔𝑚𝑒𝑛𝑡𝑏𝑜𝑢𝑛𝑑𝑎𝑟𝑦𝐾  based on a calculation in the script. 

Secondly, a patch was applied to set the timescales of the audio and 

video track outputs properly --audio_track_timescale in addition to 

--video_track_timescale that was already available to enable frame 

accurate segment boundary alignment of both audio and video and 

avoid using default timescales. The DASH and MP4 muxers have 

been updated to support CMAF and DASH-IF live media ingest 

protocol-based output (HTTP Post based segment output). The 

scripts used to configure the outputs in FFmpeg are also included 

with the demo and were developed in Python. The demo can be run 

using docker-compose and when doing so at leisure an encoder 

container can be stopped and restarted, or by configuration of a 

parameter in the script running the docker-compose command. This 

shows the functionality of redundancy between encoders. In case 

the switch between encoder signals is made, no glitch in the output 

viewing is observer. In the second use case the different encoders 

produce different aligned bit-rates, in this case that is combined by 

the origin packager. In this case playout is also seamless. 

We run this demo 24x7 and the repeated inspection (we expected 

at 5 different times the demo) of CMAF track files at the receiving 

server was observed as continuous. We used our validation tools 

(validator.unified-streaming.com) to test the continuity of the 

timescale, this tool checks the duration of each CMAF segment and 

compares the earliest presentation time of a new segment to the 

previous earliest presentation time and the segment duration. 

Figure 4 shows a screenshot of the demo running in a player, the 

container id of the 1000k video track is different from the 500k 

track in Figure 5, but a user can seamlessly switch between the two 

representations. 

 

Figure 3 FFMPEG implementation 

 

 
Figure 4 Live stream with redundant encoders in a browser 

player input signal from first encoder (container 1, 100k video). 

5. Discussion and Results 

The proof of concept in FFmpeg and docker shows the potential of 

the approach for inter-encoder synchronization. The prototype 

shows two common use cases. First, the redundant case when one 

encoder can serve as a backup for a first encoder with both encoders 
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producing the bit-rate ladder and each of the representations (audio, 

video, timed text and metadata were not yet shown). Secondly, the 

distributed case where different encoders produce part of the bit-

rate ladder and the client switches between the rates.   

 
Figure 5 Live stream with redundant encoders in a browser 

player input signal from first encoder (container 2, 500k video). 

 

There are some more complex cases, such as the case when splice 

points are inserted for targeted ad breaks. In this case, to keep 

constant segment duration, additional IDR or key frames need to be 

inserted in segments (and not create a new segment boundary). In 

this case the receiver/origin is responsible for splitting the segments 

in to two in case this is needed for the splice point signaling. This 

way the redundant architecture is kept and in case your ad 

slot/splice point signaling is redundant and accurate the right 

segment boundaries are produced.  

A second important case is the case for non-integer frame-rates that 

are commonly used in some North American deployments. These 

often lead to variable durations of segments, however, by using an 

integer multiple M research has shown that the pattern of variable 

segment durations is repetitive. By choosing a super segment with 

duration M x D a constant super segment duration can be used 

instead to find the frame accurate segment boundaries. This idea of 

using patterns in the timeline  in case of non-integer framerate or 

mismatch between the target segment duration and actual duration 

have been proposed before. 

Last, another complex case not handled in the demo is when input 

timing is not consistent and input signals are different. In this case 

pre-processing and algorithmic approaches are needed to align the 

signals and insert timing information per frame based on this. This 

would require both an alignment step for synchronization e.g. such 

as in [18] and then a step to communicate the alignment to 

encoders. This is currently something to be considered in future 

work. Overall, we believe the EpochSegmentSynch fits well with 

the Internet delivery as it uses a redundant multi-path approach that 

also is stateless. We experimented with this approach in large 

deployments and consider it suitable for these reasons. We plan to 

further develop the prototype proof of concept including support 

for timed metadata and timed text tracks that are also partially 

available in FFmpeg. Last, we plan to contribute this approach for 

standardization in the MPEG encoder synchronization activity and 

align it with application standards such as Digital Video 

Broadcasting (DVB) and DASH-IF where it is already partially 

supported for 24x7 live services. Also, we are working with player 

vendors and developers to consistently supported epoch 

synchronized playlists and related corner cases (e.g. the case when 

an epoch synchronized live stream is converted to VoD). 
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